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Lecture 4:
Review of empirical tools
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Definitions
Definition
Empirical public finance: The use of data and statistical methods to measure the
impact of government policy on individuals and markets
Example: estimate how labor supply varies due to a tax reform

Definition
Correlation: Two economic variables are correlated if they move together
Example: height and weight across individuals

Definition
Causality: One economic variable causes another if the movement of the former variable
causes a movement of the other variable
Example: good nutrition as an infant increases adult height
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Correlation ̸= causation

There are many examples where causation and correlation can get confused
In statistics, this is called the identification problem: given that two series are
correlated, how do you identify whether one series is causing another?
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The identification problem
The attempt to interpret a correlation as a causal relationship without sufficient
thought to the underlying process generating the data is a common problem.
For any correlation between two variables A and B, there are three possible
explanations, one or more of which could result in the correlation:
1
2
3

A is causing B
B is causing A
Some third factor is causing both

The general problem that empirical economists face in trying to use existing data to
assess the causal influence of one factor on another is that one cannot immediately
go from correlation to causation.
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Observational data
Data that are observed as they are produced in the real world (e.g., surveys,
administrative records)
1

Cross-sectional data:
⋆
⋆
⋆

2

Time series data:
⋆
⋆
⋆
⋆

3

Different units are observed: workers, households, cities, firms, etc....
No time dimension, or it is neglected–¿ Order of data does not matter
Analysis of the relationship between two or more variables exhibited by many individuals
at one point in time.
Data for a single unit collected at multiple points in time
Observations are time-dependent–¿ Order of data matters
The concept of population correspond to that of Data Generating Process (DGP)
Analysis of the co-movement of two series over time

Panel (or longitudinal) data:
⋆
⋆
⋆

Different units are observed at multiple points in time
Combination of cross-sectional and time series data
They have several advantages with respect to both cross-sectional and time series data
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Regression analysis
Suppose a relationship of the form
Yi = βXi + ui
for many individuals i = {1, ..., N}
Xi is the independent variable (e.g., hospitalization)
Yi is the dependent variable (e.g., health outcome)
β is the coefficient that measures the causal effect of Xi on Yi
ε is a random error term (captures variations in Yi not related to Xi )
The simplest way to estimate β is linear estimation (i.e., assuming the relation
between Yi and Xi to be linear) through Ordinary Least Square regression (OLS).
ŷi = β̂xi + ûi
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Intuition behind linear regression
RQ: What is the (causal) effect of temperature on ice cream sales?
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Interpreting OLS regression results
Yi = βXi + ui
The estimated coefficient β̂ is reported with standard errors in parentheses

Example
β̂ = 0.5 (0.1) should be understood as β is in confidence interval
(0.5 − 1.96 · 0.1, 0.5 + 1.96 · 0.1) ≈ (0.3, 0.7) with probability 95%.
We have standard errors because we do not know the exact value of β since it is a
random variable, whose β̂ is only a specific realization related to a specific sample
When the confidence interval does not overlap with 0, we can conclude that it is
significantly different from zero (i.e., we reject with 95% probability the null
hypothesis that the true β coefficient is equal to 0).
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Interpreting OLS regression results

Source: Carozzi et al. (2022), p. 39

The entry in municipality council of one additional party increases the probability of
replacing the amyor via a vote of no confidence by 5 p.p.
The coefficient is statistically significant at the 5% level
The results are stable across four different specifications
To understand how large the effect is, compare with mean of dep. var. (3.6 %).
16 / 47

Bias of OLS estimator
The OLS estimator β̂ is biased (and inconsistent), which means that it does not
identifies the true population parameter β, in four main cases:
1

Functional mis-specification: The actual relatioship between Y and X is not
linear

2

Omitted variables: The actual relationship is spouriuos and there is a third variable
affecting both Y and X

3

Measurement error in the X: the variable is mismeasured and the error in not
random

4

Reverse causality: Y causes X and at the same time X causes Y

In those cases, we generally refer to as endogeneity. Formally,
Correlation ̸= causation every time one of these issues are present

E(ui |xi ) ̸= 0
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Endogeneity
Endogeneity arises every time the error term is correlated with the independent
variable of interest.
In the example above, hospitalized individuals also had worse health than
not-hospitalized ones before entering the hospital → past health is likely an omitted
variable
There might be other sources of endogeneity at work: reverse causality and
measurement error.
▶

▶

It’s not only the case that hospitalization improves health, but also that poor existing
health increases the probability of being hospitalized
Health outcomes might be more precisely measured for hospitalized individuals than
for not hospitalized individuals
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Formalizing the identification problem
We make use of the potential outcome framework.
Hospitalization is a binary random variable Di = {0, 1}
Health status Yi is also a random variable
Y1,i − Y0,i is the causal effect of hospitaliation for a generic individual i.
The average effect of hospitalization on health (Average Treatment Effect) is
ATE = E [Y1,i ] − E [Y0,i ]
The average effect of hospitalization on health on those who got hospitalized
(Average Treatment Effect on the Treated) is
ATT = E [Y1,i |Di = 1] − E [Y0,i |Di = 1]
When treatment effects are homogeneous across individuals, ATE = ATT .
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Formalizing the identification problem
Unfortunately, both Y1,i and Y0,i are not contemporaneusly observable for the same
individual
▶

Fundamental problem of causal inference

It is not possible to observe what would have happened to an individual who was
treated in the hospital had she not been treated
The observable outcome Yi of each individual i can be written as linear combination
of potential outcomes
Yi = Y0,i + (Y1,i − Y0,i )Di
At most, we can estimate the average effect of hospitalization by comparing the
average health of those who were hospitalized and those who were not, which
instead are measurable.
Observed differences in average health

z

}|

{

E [Yi |Di = 1] − E [Yi |Di = 0]
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Formalizing the identification problem
Data from the US National Health Interview Survey (NHIS) 2005
Health status measured from 1 (poor health) to 5 (excellent health)
Hospitalization in the last 12 months (1/0)

Hospitalized individuals have on averge worse health
▶
▶

Hospitals are bad?
Hospitalized had worse health also before entereing the hospital?
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Formalizing the identification problem
Let us decompose the average difference in observed health in its components:
E [Yi |Di = 1] = E [Y0,i + (Y1,i − Y 0, i)Di |Di = 1] = E [Y1,i |Di = 1]
E [Yi |Di = 0] = E [Y0,i + (Y1,i − Y 0, i)Di |Di = 0] = E [Y0,i |Di = 0]
In turn,
E [Yi |Di = 1] − E [Yi |Di = 0] = E [Y1,i |Di = 1] − E [Y0,i |Di = 0]
Which can be re-written as
ATT

z

}|

Bias

{

z

}|

{

E [Y1,i |Di = 1] − E [Y0,i |Di = 1] + E [Y0,i |Di = 1] − E [Y0,i |Di = 0]
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Formalizing the identification problem
E [Y0,i |Di = 1] − E [Y0,i |Di = 0] is, in general, not equal to 0
There are no reasons to believe that, absent hospitalization, health of hospitalized
and not hospitalized individuals would have been the same
To summarize all possible sources of bias, we often refer to selection bias.
▶

Individuals self-select themselves into the treatment (treatment is an individual
choice) for reasons that unobservable from a researcher’s point of view.

In what circumstances we can be confident that E [Y0,i |Di = 1] − E [Y0,i |Di = 0] = 0?
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Randomized Controlled Trials (RCTs) as a solution
Definition
Randomized controlled trial: The ideal type of experiment designed to test causality.
A group of individuals is randomly divided into a treatment group, which receives the
treatment of interest, and a control group, which does not.

Definition
Treatment group: The set of individuals who are subject to an intervention being
studied.

Definition
Control group: The set of individuals comparable to the treatment group who are not
subject to the intervention being studied.
Randomized trials have been used in medicine for many decades and have become
very popular in economics in the last 15 years (2019 Nobel Prize)
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Randomized Controlled Trials (RCTs) as a solution
Random assignment of Di solves the selection problem making the treatment
independent of Yi
In fact, if Di ⊥Yi , E [Y0,i |Di = 1] = E [Y0,i |Di = 0], thus making the selection bias
term to vanish
Moreover, if Di ⊥Yi we can consistently estimate the ATE even if we only observe a
treatment effect on treated individuals
E [Y1,i − Y0,i |Di = 1] = E [Y1,i − Y0,i ]

The effect of randomly assigned hospitalization on hospitalized individuals is (on
average) the same as the effect of hospitalization on a randomly choosen patient
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Example of RCT: Tennessee STAR Project (Krueger, 1999)
Does class size matter for student achievements?
▶

▶
▶

Class size is a very expensive tool for improving learning → smaller classes, more
teachers
This makes the study of such relationship worth for policy makers
Non-experimental studies suggest that there is little or no link → Schools may save
money by reducing teachers!

Tennesse Student/Teacher Achievement Ratio (STAR) run in 1980s:
▶
▶
▶

11,600 students and their teachers were randomly assigned to classes of different size
After the assignment, student had to remain in the class for 4 years
Randomization occurred within schools

Sizeable and persistent negative effect of class size on students achievement
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Beyond RCTs
Even if RCTs are the gold standard, they still have some potential problems
1

External validity: The results are only valid for the sample of individuals who
volunteer to be either treatments or controls, and this sample may be different from
the population at large

2

Attrition: Individuals may leave the experiment before it is complete. Reduction in
the size of samples over time, which, if not random, can lead to bias estimates.

3

Ethics: Not all experiments are ”ethically viable”

4

Costs: Experiments are expensive to implement, and difficult to replicate

5

Time: Experiments require a lot of time to be run, while policy making may need
quicker responses

When a randomized experiment is not feasible, bias is a pervasive problem that is
not easily remedied. There are, however, methods available that can allow us to
approach the gold standard of randomized trials.
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With a little help from nature: Quasi-experiments
Also known as natural experiments
Nature may sometimes mimimic a randomized experiment by changing the variable
of interest while other factors are kept balanced.
Changes in the economic environment that create nearly identical treatment and
control groups for studying the effect of that change, allowing public finance
economists to take advantage of quasi-randomization created by external forces
Convincing natural experiment are difficult to find!
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Example of natural experiment: the Maimonides’ Rule (Angrist
and Lavy, 1999)
In Israel, class size is capped at 40 students by law
Cohorts of 41 students end up in two classes, one of 20 and one of 21 students (i.e.
Maimonides’ rule).
Students in cohort size of 40 and 41 are likely to be similar on other dimensions (e.g.
ability, family background).
We can think of the difference between 40 and 41 students enrolled ”as good as
randomly assigned”.
By comparing students in grades with enrollement below and above the cutoff they
can estimate the effect of a sharp change in class size without the benefit of a real
experiment.
Very consistent with Krueger (1999) → Strong negative effect of class size on
achievements
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Natural experiments: estimation
We consider a Treatment group (Di = 1) and a Control group (Di = 0) and
outcome Yi
Simple difference: E[Yi |Di = 1] − E[Yi |Di = 0] is the difference in average
outcomes between treatment and control after the (natural) treatment
In randomized experiment, simple difference is sufficient because treatment is
independent on Yi .
In quasi-experiment, treatment and control group might still vary in other
dimensions besides the treatment.
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Natural experiments: estimation

Suppose we can rely on panel data. We observe both the treatment and the control
groups before and after treatment occurs.
With panel data, we observe YiBefore and YiAfter .
Can compute E[YiBefore |Di = 1] − E[YiBefore |Di = 0]
If E[YiBefore |Di = 1] − E[YiBefore |Di = 0] = 0 , can be fairly confident that
E[YiAfter |Di = 1] − E[YiAfter |Di = 0] identifies the ATE
This approach is known as the difference estimator.
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Difference-in-Differences (DiD)
If simple difference E[YiBefore |Di = 1] − E[YiBefore |Di = 0] ̸= 0, we can identify the
ATT using the Difference-in-Differences (DiD) technique
Difference after treatment

Difference before treatment

z
}|
{ z
}|
{
DiD = {E[YiAfter |Di = 1] − E[YiAfter |Di = 0]} − {E[YiBefore |Di = 1] − E[YiBefore |Di = 0]}

Measures whether the difference between treatment and control changes after the
policy change
DiD identifies the ATT if, in the absence the policy change, the difference between
T and C would have stayed the same over time (this is called the parallel trends
assumption)
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DiD in regression framework

We can estimate DiD using regression analysis
Yi,t = β0 + β1 Treatedi + β2 Postt + β3 Treati × Postt + ui,t

where Treatedi = 1 if i in treated group (0 otherwise)
where Postt = 1 if t is after treatment (0 otherwise)
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Difference-in-Differences: Example
RQ: What is the effect of welfare benefit for single mothers on their supply of
labour?
Natural Experiment: One state (Arkansas) decreased generosity of welfare benefits
in 1997 while another comparable state (Louisiana) did not
Setting Single mothers in Arkansas are the Treatment (T) group, Single mothers in
Louisiana are the control (C) group.
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Difference-in-Differences: Example
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Difference-in-Differences: Example
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Limitations of natural experiments
With quasi-experimental studies, we can never be completely certain that we have
purged all bias from the treatment–control comparison
Quasi-experimental studies present various robustness checks to try to make the
argument that they have obtained a causal estimate
Examples: find alternative control groups, do a placebo comparing treatment and
control DiD when no policy change took place, etc.
Best way to check validity of DiD estimator is to plot times series and assess
whether a clear break between the two groups happens at the time of the reform
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Two graphical examples

Example
Effects of lottery victory on labor supply from Imbens, Rubin, Sacerdote (2001)
Ideal quasi-experiment to measure income effects as lottery generates random assignment
conditional on playing ⇒ Very compelling graph, DD is convincing
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Two graphical examples

Example
Effects of the 1987 EITC expansion (tax credit for low income workers with kids) on labor
supply from Eissa and Liebman (1996)
Compares single mothers (Treatment) to single females with no kids (Control) ⇒ No
compelling break in graph around 1987, DD is not convincing

43 / 47

44 / 47

Structural modelling
Structural estimates: Builds a theoretical model of individual behavior and then
estimates the parameters of the model.
▶

Estimates of the features that drive individual decisions, such as income and
substitution effects or parameters of the utility function.

Reduced form estimates: Measures of the total impact of an independent variable
on a dependent variable, without decomposing the source of that behavior response
in terms of underlying parameters of the utility functions.
▶

Reduced form estimates are more transparent and convincing but structural estimates
are more directly useful to make predictions for alternative policies.
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Conclusion
The central issue for any policy question is establishing a causal relationship between
the policy in question and the outcome of interest.
We discussed several approaches to distinguish causality from correlation. The gold
standard for doing so is the randomized controlled trial, which removes bias through
randomly assigning treatment and control groups.
Unfortunately, however, such trials are not available for every question we wish to
address in empirical public finance. As a result, we turn to alternative methods such
as time series analysis, cross-sectional regression analysis, and quasi-experimental
analysis.
Each of these alternatives has weaknesses, but careful consideration of the problem
at hand can often lead to a sensible solution to the bias problem that plagues
empirical analysis.
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